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An Implementation of the AKS Primality Test
Robert G. Salembier and Paul Southeringkdemnber, IEEE

paper is O((log)*?). The “O” indicates the complexity of the
Abstract— We implement the Agrawal-Kayal-Saxena primality — algorithm. In this case, the dominant term affecting execution
testing algorithm. We discuss optimizations to the time will be of the order (log)*2
implementation that resulted in improved performance over tie In the field of cryptography prime numbers are used in
initial |mp|_ementat|on. We funh_er dlscqss met_hods_ of obtaiing RSA, and DSA. These are two of the most prominent public
faster runtimes for candidate primes of increasing size. ’ . T . .
key algorithms in use today. Public and private key
Index Terms—AKS, Prime Numbers, Primality Testing generation is the slowest part of both of these algorithms due
to the lengthy time it takes to find adequate large prime
numbers. Currently a fast primality test such as Miller Rabi
I. INTRODUCTION is in use in the RSA algorithm. The problem is that this test

ne of the most useful applications of mathematida@s the potential for .r.narll<ing a composite number as prime,
is distinguishing between prime and compositélthou@h the probability is very small for the number of

numbers. Primality tests are algorithms that ariterations that are used. It would be very advantageous to be

used to directly determine whether a specified number gble to run a deterministic primality test in and execution time
prime or composite without resorting to factoring. Sucfhat is in relative proximity to the fast probabilistic algomits

primality tests may be classified into two discrete types N US€ today.
probabilistic and deterministic.

Probabilistic primality tests are often quite efficient, but do
not provide an absolute guarantee of accuracy. Such tests majyhe AKS algorithm depends highly on Fermat’s Little
provide a bound on the degree of inaccuracy, however. Witltheorem. The theorem is a special case of Euler’s theorem
the Miller-Rabin test, for example, the probability of erroand is necessary, but insufficient to determine primality. The
may be reduced to an arbitrarily small number by increasiitgst fails for pseudoprime numbers and Carmichael numbers.
the number of iterations performed. Fermat's Little Theorem is:

In contrast to this approach, a deterministic primality test Letad Z, n O N, n> 2 and gcd4, n) = 1. Thenn is prime
provides a guaranteed result. Examples of deterministi€the polynomial equation holds:
primality tests include the cyclotomy, Lucas-Lehmer, N on
Adleman-Pomerance, and Elliptic curve methods[1]. Such (x+a)" =x"+a (modn) Eaqn. 1)

tests are often impractical to implement. The most CommonUnfortunately, this test fails for a specific class of numbers,

problem with such tests is a runtime that is exponential Rhown as pseudoprimes, which include the Carmichael

worse with regard to the number being tested. The amountrﬂfmbers. These pseudoprimes leave a residue of zero when
time required to determine whether a number is prime in S”F@sted causing the test to fail

cases will be unacceptably long. Another problem of some 5, 4 jgitional problem with this algorithm is that it has

deterministic tests is a dependencg on mathematit@{n) complexity. This is unacceptably high for a primality test
statements that have not been ma}he.matlcglly.prov“en. which is not correct for all numbers. In order to reduce this
On 6 August 2002 a paper, “Primes is in P [2] wag,my,ieyity the following modification was formulated by the

published that presented a deterministic primality test Wit(!l\Jthors of the AKS algorithm. For an appropriately chosen
polynomial time execution. Polynomial time simply meang il value of . then for all values od andr:
that the runtime can be represented by a polynomial of degree ’ '

less thann, where n is the candidate prime. Manindra (x+a)” =x"+a (mOer -1,n) (Eqn. 2)
Agrawal, Neeraj Kayal and Nitin Saxena developed this
algorithm which is commonly called AKS. The calculated The number of values faa that must be tested and the

execution time of the algorithm according to the originaf@/ue ofr are limited by a polynomial in log, thus resulting
in a primality test that is both deterministic and can execute in

polynomial time [3]. The AKS algorithm as shown below is
relatively easy to follow and fairly simple to implement:

Il. THE AKS ALGORITHM
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AKS Algorithm: have reduced the algorithm to what is now four steps:
(nON, n>1) AKS Algorithm ( Lenstra & Pomerance Improvements:
1. If (n =& forad N and b > 1), output COMPOSITE. (nON, n>1)
2. Find the smallest r such tha(i§) > 4 logn 1. If (n = & forad N and b > 1), output COMPOSITE.
3.1f1 < GCD(a, n) < n for all ar, output COMPOSITE. 2. Find the smallest r such tha(i) > logn
4. If n<r, output PRIME. 3. If gcd(a, n)}~ 1 for all a<r, output COMPOSITE.
5.Fora=1td2./4(r)log n | do: 4.Fora=11td+/r log n | doO

if (x+a) #x"+a (mod%- 1, n)), if (x + a)'=x"+ a (mod f(x), n)), output PRIME.

output COMPOSITE.

6. Output PRIME. This revised version includes several changes from the

original algorithm. Initially we must address the functiof).f(
This algorithm executes in O(IlBgn) time. Thus a:n  The function is actually the same as befofel, but as a
grows larger the increase in execution time will beesult of the changes mits definition must be restated. The
proportional to (logn)**® This is a polynomial time function, function f(x) is a monic polynomial of degreewith integer
which although not as fast as the probabilistic tests usedefficients such that the ring[x]/(n, f(xX)) becomes a
today, has the advantage of being fully deterministic. pseudofield. A simple method for calculating the value ief
Stepping through the algorithm is the best way tgiven as follows:
understand what is being tested at each phase. The initial step
is testing whether n is a perfect power, which would
immediately allow it to be determined composite. The second
step is where Fermat'’s Little theorem comes into play. The
AKS team chooses this point to fincbecause the next steps
are bounded by the value of The value of is chosen in This portion of the algorithm has a runtime order of
such a manner that it is the smallest value greater tharind lo@(r (log’n)) [5].
that still holds forEquation 2. Step three determines the The improvements gained with this modified algorithm are
greatest common divisor between n and all values less tharconsiderable. The value ofis reduced by approximately a
equal tor. These are done to make sure that all values r afagtor of four. This is significant because it greatly reduces
below are relatively prime to. The next step simply statesthe number of iterations required in the final loop of the
that if the value found faris greater than, thenn is prime. algorithm.
Step five is the all-encompassing step, and as we have foundhe difference between the square root of r and the square
is the most time consuming step. All operations in this stepot of ¢(r) is not a large amount, primarily becauseas
are conduced in the polynomial ringz/g)[x]/(x-1). required to be prime in the original algorithm. As a resi)
Polynomial exponentiation is being conducted on the left sigieas simply r-1. However, in addition to the decreased value of
in the ring and the right side is simply reduced to remain in the upper bound of the loop has been further reduced by a
the ring. These two values are compared to determine if th@gtor of 2. Proofs supporting this simplification may be
are equivalent. This relation has to be tested for all valuesfofind in [4]. This modified algorithm operates with O(tay)
a from 1 to the bound set forth in the algorithm [3]. If theeomplexity.
relation holds true for all values @& than the number is  Additionally, much of the literature available regarding the
prime. The computations of the algorithm are dominated B®\KS algorithm discusses a conjecture that can result in
this step; this step determines the order of the algorithm.  dramatic improvements in the speed of the algorithm. [3],[6]
This conjecture states:
lll. REVISED ALGORITHM If r is a prime number that does not dividand ifn # 0

Initial review of the AKS algorithm by mathematicians wadnod, then eithen is prime om’=1 modr. This conjecture
predominately positive. The most significant observed fla@#!oWws us to significantly reduce the time spent in the final
was that the order of the algorithm was unacceptably high. 9P of the algorithm and instead test only a single valug of
a result, the execution time was far too great in comparisonRgPvidedr is carefully chosen. This conjecture reduces the
times of the current deterministic primality tests. Thenesha ©Verall ime complexity of the algorithm to O (Fody
been many people that have made improvements on the
potential run-time of the algorithm, such as H. Lenstra, C.
Pomerance, and D. Bernstein. Others have attempted, in gregt

. . ! Approach
detail to explain some of the changes made in the _ _ )
improvements made by the aforementioned people. TheOur implementation of the AKS algorithm was performed

algorithm that we will detail below was taken from théjsing the LiDIA [7] library. This decision was made based on

improvements made by Lenstra and Pomerance [4]. ThR vious work on the algorithm and faculty recommendation.
LiDIA is a C++ library that was developed specifically for

q > floor (logn)

«  Compute hmod q for j =1, 2,....[(lofn)]
If residue equals 1 mod g than g++

» Elser=q

IV. |IMPLEMENTATION
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computational number theory. The library contains a largeofiling enabled produced a trace figgyon. out , each time
number of highly optimized implementations of differenthey were executed. One limitation of this approach is that the
functions. trace file was not created if the program exited unexpectedly

Testing was conducted on the linux platform using kerndue to a crash or when interrupted from the keyboard by
version 2.6.8 on a Pentium 4-M processor running at 1.8 GHmessing Ctrl-C. At first, this limitation prevented us from
The C++ compiler was GNU g++ version 3.3.5. The kernedbtaining profiling data for long test runs processing multiple
system libraries, and AKS implementation were all compiledandidate primes in sequence. Shortly after observing the
with 1686 optimizations enabled. Version 2.1.3 of LiDIA wagroblem, we added a signal handler to allow graceful
used. NTL version 5.2 was used. Both LiDIA and NTL wer@terruption and shutdown of the test program. In our
compiled with support for GMP large integers. implementation, pressing Ctrl-C once signaled the program to

We based our implementation on the Lenstra & Pomeranegit after the next candidate prime completed testing. Sending
variation of the algorithm. In our initial implementation, thea second interrupt signal caused the program to terminate
LiDIA-provided functions performed acceptably. Of the firsimmediately. In either case, however, a graceful shutdown
three steps, only the GCD calculation required by step 3 of theas performed and both the profiling data and a log of the
algorithm incurred a noticeable performance penalty. Thigrogram’s output were created.
will be discussed below.

Steps one anq two of the alggrlthm were remarkgbly S|mpIeC_ GCD Calculation
to implement. LiDIA provides ans_power () function to o . , ,
determine whether a given integer value is a perfect power. Our initial implementation had favored functionality over

Step two was easily implemented using a for loop, shown fPtimization. This first implementation used thigcd()
Fig. 1 function call provided by the LIiDIA library. LiDIA provides

six different functions for GCD calculation. Of these, three
provide the basic result, while the other three provide
B. Profiling extended information. The basgrd() function uses the
Throughout the development of the AKStraditional method for determining the GCD. Ttgcd()
implementation, we used execution profiling to identify aredsinction uses the method based on Euclidian division .
of poor performance. In most cases, the profiling data merdfinally, thebgcd() function uses a binary method [8]. We
confirmed our expectations, but the profile data did exposeodginally chose the Euclidian variant provided dgcd()
significant performance penalty in Greatest Commobased on our familiarity with that algorithm. Data from the
Denominator calculation. The use of profiling also exposedmofiler indicated that GCD calculation using accounted for
performance issue with the LiDIAli v_rem() function approximately 30% of the program’s runtime using a test
used in our first attempt at polynomial reduction. vector containing ten 32-bit numbers, four of which were
Profiling was conducted using the native profilingorime and six of which were composite. This was unexpected
support of the g++ compiler. Executables compiled witAnd clearly unacceptable. Replacement of the callgtad( )
with a call tobgcd() resulted in considerable improvement.

/1 Step 2 The cost incurred by GCD calculation dropped from 30% to
l ogn = | og((bigfloat)n); consume only a negligible amount of the total processing
[ ogn2 = power (Il ogn, 2); time. This is not surprising, as further investigation showed
ceil(q, Iogn2); that the binary method for GCD calculation was based on a

sequence of shifts and adds, rather than the more CPU-

/'l Choose value of r intensive division operation [9].

while(l) {
found r= true;
for (j =1; j <=lognZ; j++) { D. Polynomial Exponentiation
f’?‘”‘f{gg"i(:”j)s’ {n, boa 0 The single most time-consuming operation of the AKS
found r = fal se; algorithm is the exponentiation of polynomials. This operation
break; is needed in order to calculate the left side of the central
} equation in the final step of the algorithm.

Our first implementations used LIiDIA's native functions

}
if (found_r) { for polynomial exponentiation and resulted in dismal

rbr;aE: performance. This is easily explained if the native function
} ’ performs all exponentiation before reducing coefficients
q++; and/or exponents. This would require multiplication of

} polynomials of increasing degree up to degnewith each

number tested.
We implemented our owReducedPower () function to

Fig. 1: Selection of
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I NLI NE voi d ReduceByDi vi si on(poly &p, This yields as a final result:
const bigint &) { _ CuX 1+ (Ga+ Cor)) X2+ 4+ (G+ Q) + G
/'l Reduce one pol ynoni al by
H Sl)?“ygi)nmgalby( a)rz/?'ﬁ h?r 1f ') xed The reduction method described above dramatically
reduced the overall time of the algorithm. Additional profiling
poly in = p; feedback indicated that over 90% of the runtime was now
poly akspoly; spent on polynomial multiplication, which corresponds to our
long rl; initial performance expectations.
long x; E. Polynomial Multiplication and Squaring
for (x = p.degree(); x >=rl; X--) { With exponentiation now implemented as a series of
pR] - T IO] = plx - rl] + p[x]; repeated squarings and multiplications, the next target of
P - optimization was basic multiplication of polynomials. At this
p.renove_| eadi ng_zeros(): stage, our implementation was based on the LiDIA native
} - - functions for polynomial multiplication and squaring. Based
: : __ : : on the profiler output, the squaring appeared to be
Fig. 2: Algorithm for Optimize d Polynomial Reduction implemented as a pass-through call to multiplication. Our first

solve this problem. Our implementation performs Ieft—to—righttarget for optlmlzgtlon was thg squaring opgratlon. -
When multiplying polynomials, each pair of coefficients

expansion in traditional fashion. At each bit, the coefficientr%ust be multivlied together. In the special case of squarin
of the resulting polynomial were reduced mod n. Additionally P 9 . P > 9

these coefficient pairs will be repeated. Thus an optimized
the result was reduced modulo another polynomial 1x . i
. . . X version of squaring should be able to reduce the number of
The implementation dReducedPower () did provide an . T ) .
. . - integer multiplications by half. We implemented the squaring
improvement in speed, but less of one than originally hopea. orithm as shown ifig 3. Unfortunately, we observed this
Profile data indicated that the polynomial division function 9 g o Y

div_rem) caused significant overhead. The profiler|mplementat|on to actually decrease performance. When

indicated an astounding 73.62% of processing time spent.rllfwnnmg with a test vector consisting of prime numbers of

. g . . increasing bitlengths from 2 to 21 bits, the profiler showed
the div_rem function when operating on a test vector of pri . . .
. . ) ; at over 96% of the total execution time was spent in the
numbers of increasing bitlengths up to 27 bits.

) . . Square() function.
Based on a recommendation by Dr. Patrick Baier [10], we Our initial theory to explain this behaviour was that it was

were abk_a to improve .thls conglderably. I_n_st_ead 0écaused by overhead from the LiDIA library. One possible
implementing the polynomial reduction as a division an

taking the remainder, we used the following method. source of such overhead was array access. While the code

When a polynomial is squared during exponentiation ar%‘(r]agment shown ‘inFig. 3 appears to be accessing the

) members of an array, the brackets shown are in fact
the degree exceeds that ofit must be reduced. The . : .
2 . . ... overloaded operators calling LiDIA functions. We also
reduction is performed by finding the residue after d|V|d|ngonsidered the possibility that the frequent chanaes in the
the polynomial byx-1. A method exists to reduce the P y q 9

squared polynomial byx'-1 with no division and only

additions [10]. /1 Set the first and last terns
A polynomial in x of degreer-1 may be represented as| fesult[0] = p[0] * p[O];
shown: if (k >0) result[k] = p[n] * p[n];
O X2 X +oaX T+ X P+ X+ g /1 Set internediate terns
; : ; for (i =k - 1; 1 >0; i--) {
This polynomial may then be grouped into blocks of tern ir=i/ 20
with coefficients above and below the degree of the origin a=o0: Y
polynomial. Assuming we wish to reduce mdel, we then for (j =0; j <=ir; j++) {
obtain: if (i-j > n). conti nue;
(Cora X2 4. 4 GX) + G XL+ (G X2 4t G X+ G) product = p[j] * p[i-j];
This leaves us with a block above degrekand a block a = a + product;
with degree below-1. If the exponents are to be reduced mo if (j '=1 -1]) a=a+ product;

r, we may simply shift each exponent down to its curre

degree minus to obtain: result[i] = a;

CaX™ + (G2X? +GaXT 4+ GX+ Q) : : : :
(Cora X272+ g X+ .+ G X) Fig. 3: Algorithm for Polynomial Squaring
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magnitude of coefficients for each exponent could beortunately, GMP does contain such a function, and our
resulting in memory allocation, which could contributeversion of NTL was compiled with GMP as the underlying
significantly to overall time. Unfortunately, profiling data wasmultiprecision integer library. Our solution was therefore to
of only minimal benefit in this case. convert our value ofn from NTL's ZZ data type to the
Our first attempt to prove or disprove these theories wasipz_t type used by GMP, at which point we were able to
try operating against an array lof gi nt values rather than use the native GMP functiarpz_per f ect _power _p() .
against a polynomial object. The array was declared staticallile NTL representation was converted to a character (text)
in an attempt to help avoid memory reallocation each time te&ing, which was then converted back to GMP’s
squaring function was called. Unfortunately, thigepresentation. A better implementation might be to port the
implementation did not provide the improvement in speed thalgorithm used by GMP to perform this function to native
we desired. A partially optimized array implementatioNTL. Since GMP and NTL are both released under the GNU
performed with comparable speed to the polynomial versioRublic License, there are no barriers to prevent such an
It is important to note, however, that memory reallocatioimplementation.
could still be a concern with the array representation. While The NTL implementation provided a drastic improvement
the coefficients themselves were allocated in advance, eagtperformance, as will be shownHig. 7. Furthermore, NTL
coefficient was represented using the LiDibAgi nt data did appear to be making use of multiple techniques for the
type, which is itself capable of memory reallocation. multiplication and squaring functions. Operating on a list of
We then created a separate implementation of portions czéndidate primes of bitlengths up to 61 bits, the profiler
the AKS algorithm using the GMP large integer libraryeported 52% of the execution time being spent irFfRE( )
directly rather than using LiDIA. This was done in order téunction. Smaller amounts of time (typically less than 1%)
verify that LiDIA itself was not the bottleneck. Although thewere spent in functions corresponding to traditional and
performance of the initial GMP trials was disappointing, it di&karatsuba  multiplication and  squaring.  Additional
provide the needed verification. We observed similar profilingerformance for short bitlengths might be gained by adjusting
results and similar performance problems to the LiDlAhe cutoff values at which NTL switches between algorithms.
implementation. This indicated that the delay is attributable to

our squaring algorithm itself. V. SUMMARY OF RESULTS
Initially our results progressed much as expected. Our first
F. NTL Implementation implementation, while slow, was able to correctly determine

After further research. we discovered that the NTL Iibrarg;rimality for each number tested. Test vectors included a list
already contained m'uch more  efficient polynomia?f the first 10,000 prime numbers, the first 10,000 integers,

multiplication and squaring libraries than those found iﬁnd several Cgrmlchael numbers.
LiDIA. NTL automatically selects between classical As we continued to develop the program, we were able to

multiplication, the Karatsuba method, and two differen,lfjem'fy and remove several bottlenecks to performance,

variations of Fast Fourier Transform (FFT). [11]. Ou'm_c!u_ding g(_:d calcula_tion ar_ld the removal_ OT polynomial
implementation represents integer coefficients modsing division during reduction. This performance in improvement
theZZ_p data type, and polynomials using @& pEX data is shown inFig. 4. Fig 5. shows additional tests performed
type. “This approach reduces coefficients automatically, bp)ﬂtlh tr;]e same  optimized implementation with  longer
requires manual reduction of exponents. tengt S S L .

LiDIA does contain several functions that are not present in Polynomial mu!t|p!|cat|on and squaring in particular proved
NTL, however. In particular, NTL does not contain afunctio,0 be a .contmw.ng problem, however. Our gurreqt
to determine whether or not an integer is a perfect powérl‘r)plementatlon continues to show slow performance in spite

12000 20000000
18000000 - /
10000 7 16000000
2 8000 @ 14000000 /
< S 12000000
3 / —— Original 3 /
g 6000 e 8 10000000
@ /./ / Optimized '© 8000000 /
£ 4000 £
E E 6000000 1
2000 4000000
2000000 1
s — 0 Hrrrrr————————————————————————————
1 4 7 10 13 16 19 22 25 28 31 34 37 40 43 1 10 10 28 37 46 55 64 73 82 91 100 109 118 127
Number of Bitsin n Number of Bits of n

Fig 4: Original vs. Optimized LiDIA Implementations Fig 5: Optimized LiDIA Test Results Through 128 Bits
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Fig. 7: NTL vs. LiDIA Implementations Fig 8: Extrapolated NTL Times With Conjecture

of ongoing optimizations. Profiling data continues to showpproximately 12 bits could be completed in under a second.
poor performance in polynomial squaring, and it is this areaA recent implementation constructed at Carnegie Mellon
which is most in need of continued work. University provided results that appear to be comparable to

After this phase of testing, we were able to achievaurs.[14]. It is difficult to obtain a detailed comparison
additional performance improvements by moving from LiDIAecause of differences in the testing methodology. The CMU
to NTL as our choice of library.  We achieved our besmplemented used both long integer and GMP large integer
results to date by re-implementing the algorithm using NTlepresentations for testing. The long integer version appears
these results are shownkFig. 7. to outperform our implementation. This is unsurprising given

Based on the conjecture discussed in Section Ill, vibe overhead required by multiprecision integer
extrapolated the average time required for testing each vahagresentation. The corresponding GMP version appears
of a using the NTL implementation. This provides arslower than our implementations Additionally, the CMU tests
approximate indication of the time required to prove primalitwere performed on somewhat faster hardware than ours.
if only one value is tested. This extrapolation is shown in The fastest implementation that we have found was
Fig. 8. Since this conjecture has not been mathematicalperformed by Crandall and Papadopoulos, working for Apple
proven, the algorithm ceases to be truly deterministic in thi@omputer and the University of Maryland at College Park
configuration. However, the significant decrease in testirfd5]. Fig. 9 shows the comparison between their
may be helpful when comparing the relative performance ohplementation and ours. The results shown for the Apple
different versions of the implementation. implementation were obtained on a 1.42GHz Mac Mini

It is worth noting all tests that were conducted using the fulinning Mac OS version 10.3.9. Although the running times
implementation of AKS were shown to be prime if theyre very similar, the clock speed of the Macintosh was slower
passed testing with any value of a. While this is far frorthan that of the PC used for NTL testing. This indicates that
formal proof, it does support the conjecture, and providéke Apple/UMD implementation is in fact faster than ours.
additional reassurance when using this abbreviated versionSifice  this implementation is optimized for the
the algorithm for performance comparisons. Apple/PowerPC architecture, testing on our Intel reference

machine would also have led to some inaccuracy.
VI. PERFORMANCECOMPARISONS

Approximate performance comparisons may be drawn VII. - FUTUREWORK

between our implementation and those of others. In particular,Several possibilities for future work on the present NTL
we observed general comparison between our ovimplementation are available. Some minor gains might be
implementations and four other alternatives.

First, we can compare our results to previous GMU stude 2500
implementations. In the fall semester of 2004, two stude
groups completed AKS implementations. The first of thes
achieved bitlengths of up to only 13-20 bits in practical trial
[12]. Our implementation was able to determine primality fc 1000
bitlengths on the order of 64 bits in a few hours. The seco /
of these implementations was performed in Java rather tr 500
C++, which renders direct comparisons somewhi o M
meaningless; however, this Java implementation show 1 4 7 10 13 16 10 22 25 28 31 34 37 40 43 46
running times of over two minutes for a 10-bit number [13 Number of bits of n
Our final NTL implementation processed a 44 to 45 b
number in this amount of time; bitlengths of up tc Fig 9: GMU NTL vs. Apple/UMD Implementations

2000
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realized through different choices in GCD calculationthis method will not be known beforehand.
Another area for improvement is in the current

implementation of Step 1 of the algorithm. This step currently VIIl.  CONCLUSION
requires conversion of the representatiomdfom NTL o The AKS algorithm in its current form is not suitable for
GMP data types. Porting the GMP general use due to the length of time required to verify

mpz_per f ect _power _p() function to native NTL might nrimality. Although our implementations were able to achieve
offer slight performance gains. In both of these casegsults comparable to those of others, this is not sufficient for
however, the functions are called only once per test cycle. general use. Currently available probabilistic algorithms

Additional performance improvements in the NTL versiofyrovide much faster response times within margins of error
might be obtained using different data types to represafft are generally acceptable. Primality tests for numbets t
polynomials. NTL allows a choice of whether to perforn}night take hours or days using AKS could be performed in
modular reduction of coefficients and exponents manually @econds or even less using probabilistic methods such as
automatically through the use of data types. NTL offergyjjler-Rabin. If the conjecture described in Section IIl can be
several different representations both for large integers aBFbven, however, the practical application of AKS begins to
for polynomials, and a different representation may results facome more realistic. Similarly, the Qi Cheng method may
increased performance. offer hope for faster practical implementations. Continuing

There are also many improvements to the AKS algorithiprovements to AKS are thus best focused in improvements
available in paper form, Lenstra and Pomerance [4] amdihe algorithm itself.

Bernstein [16] are the two that seem to provide the largest|y our implementation we were able to overcome several
amount of improvement in performance. performance bottlenecks, particularly those related to choice
When referencing Bernstein’s improvements the one W§ specific functions such as GCD calculation and in

found most intriguing and provided the largest potential fafytiplication and reduction. Much of this initial effort was
time improvement was his exponentiation idea. Bernsteiiysed by the initial focus on use of the LiDIA library,
proposed the idea of translating polynomials into integers apgwever. After moving to an NTL-based implementation,
then performing exponentiation functions in the new imeg?ferformance improved dramatically.

ring. All operations are currently in the ring/)[x]/(x"-1). Additional implementation improvements may be directed
Bernstein’s idea is to compute a value ceiling(logrn®) and i two primary areas. First, continuing implementations using
use this to transition ta[x]/x"-1, obtaining a polynomial with NTL or similar libraries that offer efficient polynomial
coefficients (0,n-1). The polynomial is then mapped togperations may allow improved speed. In particular,
71(2°-1) by the relatiox > 2. All squaring operations take adjustment of the boundaries between different multiplication
place in the integer ring. The polynomial form may then bgethods chosen by NTL may result in improved performance.
recovered by applying the inverse relation. The performancean alternate approach to optimization minimizes the use of
improvement by this method could be substantial, becausesifch libraries and focuses on customized methods. These
would allow the use of existing functions for integer Squarinﬁnplementations may use special-purpose libraries as in the
and multiplication. Such functions are more commonly useghple/UMD implementation. Additionally, representation of
than their polynomial counterparts, and are thus likely to Bge polynomial in alternate forms may provide significant
more highly optimized. Bernstein has also proposed a numkgyeed improvements. This includes mapping the existing

of other improvements, but this may be the most promising. polynomial ring onto an integer ring and other such methods.
There is another proposed improvement to the algorithm

that appears to offer a very large decrease in execution time. REFERENCES
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